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One "Holy Grail" in the financial markets is the development of an automated system that predicts price movements of financial instruments. If one is able to predict whether prices were moving up or down for financial instruments such as stocks, bonds, and commodities, then, one would have a way to generate money.  The literature is replete with approaches that use historical stock prices and economic values for predicting when to purchase a stock. For example, Yoon and Swales used a four-layered neural network to determine well performing firms and poorly performing firms using nine economic measures as input [1].  Fawcett and Provost have incorporated news events by learning sets of words in articles that co-occur with interesting price change patterns [2]. 

The data from this study suggest that for several stocks, there exists a correlation between the price movement of the stock and the occurrence of good and bad financial news about the stock’s underlying company.  This result is not surprising; however, it is not always the case that stocks should be purchased on good news, and sold short on bad news. Sometimes it is more prudent to “buy on the rumor and sell on the news,” which implies one should sell when good news appear.  The price prediction models developed in this study attempt to find the correlation between news events and the price movement of the stock.

We developed a price prediction model that, in addition to historical closing prices, incorporates a time series of financial articles and their associated classification.    In the study, three analysts with experience in the financial markets classified financial news articles appearing on the internet between June 30, 1999, and September 28, 2001. The stories were read and judged to be one of four categories or classes of news: 1) good news, something business-positive, better than expected earnings, a new contract, the expectation of new business, the acquiring of key personnel, etc.;  2) bad news, something financially detrimental to the company or its industry, unexpected poor earnings, loss of key clients, loss of key personnel, announcement of bankruptcy, unusual insider selling, etc.; 3)  mixed news, some good and some bad news mixed in the same story, layoffs implying improved bottom line, loss of business and gain of new business, bad earnings with expectation of good earnings growth, etc.; and 4) mention news, the company's name is mentioned but nothing specific to the company is reported. 

The first step in the approach is to use historical daily closing prices for the stock and determine the  mean, μstock , and standard deviation, σstock , for the population of interday price changes.  The distribution is assumed to be normal.  Price change distributions are also determined for the change in price of the stock given that news appears. The distributions are gathered for each news class, i.e., good, bad, mixed, and mention. The five distributions are used to form a  price prediction model comprising four classifiers that produce buy, sell, and no-trade signals. There is one classifier Cclass for each class of news. 

During the prediction phase, the model is given manually classified articles.  Classifier Cclass produces a buy signal if N(μclass, σclass) ( N(μstock, σstock) and μclass > 0 , a sell signal if N(μclass, σclass) ( N(μstock, σstock) and μclass < 0, and a no-trade signal otherwise.  N(μclass, σclass) ( N(μstock, σstock)  occurs when the distribution of the class is statistically-significantly different than the distribution of the stock. If the buy signals exceed the number of sell and no-trade signals, the stock is purchased. If the sell signals exceed the number of buy and no-trade signals, the stock is sold short. 

When the distributions are different, it implies that μclass (μstock above and beyond coincidence, and the expected change in price of a stock will be μclass when articles from the news class appear, and not μstock. This information can be used to predict the price movement of the stock. For example, assume a stock has moved up on average 2% in one day when good news appears, and that in general, the stock moves 0.01% a day. If good news occurred 5 times in the course of a year, an investor would have an estimated return of 10% buying on days after good news appears, and selling the stock the next day. The buy and hold strategy over the year has a lower estimated return of roughly 2.8%.  

This approach was tested on data for the time period between September 4, 2001 and September 28, 2001. The average buy and hold return for this period was –11.37%, and the average prediction model return was 2.82%, with a better return for 14 out of 16 stocks.  During this time, the destruction of the World Trade Center caused a downturn for the stock market in general.  

The major hurdle in applying this approach is the person-hours required to monitor the news. The US markets produce roughly 70,000 news headlines and articles a day. Therefore, it would be useful to automatically classify articles as good, bad, mixed, and mention news from a few sample articles from each class of news.   We explored automatically classifying articles using text based classification methods similar to those in TDT [3].  The approach was to use training articles and generate text classifiers corresponding to each class of news.  A winner-take-all approach was used between classifiers, where the class of the classifier producing the maximum similarity value was assumed to be the classification for each article in the testing time series.  The winner-take-all strategy resulted in 36% classification accuracy for a month’s worth of financial news for 10 stocks using a ranked retrieval approach, and 46% accuracy using an event clustering approach.  These effectiveness measures are significantly better than random, but fall short of the effectiveness required by a live stock price prediction system. We would expect better effectiveness if weight learning and threshold learning were used. 
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